
CABLE: A multi-agent architecture to support 
military command and control

Chris Dee, Paul Millington, Ben Walls, and Tim Ward
Logica UK Limited,

Betjeman House, 104 Hills Road, Cambridge, CB2 1LQ
Tel: 0171 637 9111 Fax: 01223 251 001

E-mail: cable@logcam.co.uk
There is a EUCLID RTP 6.1 World Wide Web page at:

http://public.logica.com/~grace

Abstract

CABLE is the multi-agent architecture for EUCLID RTP 6.1. It provides
a generic framework for building distributed agent based systems to-
gether with a method for specifying and designing agent organisations.
Agent based applications of the type supported by CABLE offer many
advantages including: plug-and-play of agent components, software re-
use, a natural means of controlling concurrency, emergent behaviour,
and a closer mapping of software implementation to the enterprise.

CABLE has been developed to provide an open and portable architec-
ture building on industry standard software and CABLE agents can uti-
lise a wide variety of AI as well as conventional techniques and tools.
CABLE agents can perform several activities concurrently to support
the agent’s objectives, each activity running in its own thread. Agent
communication is supported using a service-based interface.

1 Background and Introduction

Euclid RTP 6.1 is a collaborative European military research project undertaken
by the GRACE consortium (Grouping for Research into Advanced C3I for Eu-
rope) led by Logica and comprising 18 companies, from seven nations: the UK,
Denmark, France, Italy, the Netherlands, Norway and Spain. The focus of this
project is to accelerate the application of artificial intelligence (AI) techniques,
advanced software engineering and Human Computer Interaction (HCI) tech-
niques to Command, Control, Communications and Intelligence (C3I) systems.
Such systems are increasingly important for battlefield, naval, and air operations,
but also have civilian applications in areas such as air traffic control and the emer-
gency services. The project has the following goals:

• Methods and tools: to demonstrate key AI and HCI methods and tools of
particular relevance to automated report analysis and time critical decision
support in advanced C3I systems.

• Architecture: to define and implement a workstation architecture able to
accommodate existing and emerging methods and tools, and to forge new
standards.

• Simulations and testing: to form domain simulations drawn from tactical
land and naval systems to aid the development and testing of the architec-
tures and its methods.



• Collaboration: to encourage European companies to work together effec-
tively.

The facilities and components created by the various parties in the project are in-
tegrated in the “GRACE demonstrator” application. CABLE, together with the
HCI framework, FIONA, forms the GRACE system architecture upon which the
facilities of the GRACE demonstrator are built.

This paper presents a description of the CABLE agent architecture and method
for developing agent applications, highlighting the benefits of an agent-based ap-
proach to software development.

1.1 Overview of the GRACE architecture

The development of the GRACE architecture has been driven by the require-
ments for the GRACE demonstrator and the goals of the RTP 6.1 contract. These
included:

• flexible architecture based on open standards

• run time plug-and-play components

• “future proof” (easily adapted for future developments)

The resulting architecture is based on the following concepts:

• CABLE agents

• FIONA applets which use a central presentation facility, the Digital Over-
head Projector (DOHP)

• agent-applets (a combination of agents and applets).

A conceptual overview of the relationship between these concepts is shown in
Figure 1.

1.1.1 CABLE agents

CABLE is a generic framework for building distributed agent based systems.
CABLE subscribes to a definition of agents which are intelligent, autonomous,
self aware entities with beliefs, desires, and intentions, and an ability to interact
with other agents to perform a task [1]. CABLE agents are more than just Internet
helpers!

Agent based applications of the type supported by CABLE offer many advantag-
es including: plug-and-play of agent components, software re-use, a natural
means of controlling concurrency, emergent behaviour, a closer mapping of soft-
ware implementation to the enterprise, operation over heterogeneous platforms,
and improved performance through distribution of control.

1.1.2 FIONA applets

FIONA applets and the DOHP have been developed in order to provide a com-
mon presentation facility for distributed CABLE agent applications.



FIONA applets are user interface components which execute as separate process-
es each providing its own menus, dialogs, and controls. Like agents, they can be
distributed over multiple machines (though inter-applet interactions are more
limited).

Agent applets combine the features of CABLE agents and FIONA applets.

1.1.3 DOHP

The Digital OverHead Projector (DOHP) is a central presentation facility used to
display map and dynamic data owned by multiple applets in a fashion similar to
a Geographical Information System. The DOHP supports presentation sharing
(groupworking) allowing multiple users to view the same picture simultaneously.

The DOHP can display a stack of overlays owned by different applets. It allows
overlays to be turned on and off and users can manipulate the order of the over-
lays. The DOHP also supports a publish-subscribe mechanism allowing for flex-
ible communication between the DOHP and the applets (or agent applets).

Figure 1   The GRACE System Architecture
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2 The CABLE method

As part of the system architecture, we have developed an accompanying set of
guidelines (‘the CABLE method’) for developing agent applications. The process
consists of the following stages:

• analysis of the system using the CABLE method

• agent design, including design of FUN (‘Functional UNit’) agents

• agent implementation using the Agent Definition Language (ADL) and
C++

• compilation of agent implementation using CABLE

• local testing of the agent

• registration of the agent and its services.

The above process should be seen as highly iterative. Selective prototyping of el-
ements of an agent’s specification, such as its services and protocols, proves to
be a key aspect to understanding and developing an agent. When using a frame-
work such as CABLE, which is supporting a new approach to software engineer-
ing, prototyping is particularly important in helping developers understand how
CABLE can be used. Figure 2 shows the stages of the overall development proc-
ess along with its various outputs.

As Figure 2 illustrates, most of the essential iteration associated with the proto-
typical nature of software development takes place after the completion of the
agent-oriented analysis using the FUN method. This is not to say that the FUN
Specification is never revisited; it often will be, especially if additional function-
ality is being added as part of a phased development programme – like the one
we have adopted in the GRACE consortium.

Figure 2   CABLE application development life-cycle
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2.1 FUN analysis

In CABLE terminology, a FUN is a special type of agent that represents an or-
ganisation of agents [2]. Typically, a FUN agent will provide high level services
to other agents by utilising the services of its member agents. Each FUN defines
a set of roles which are filled by one or more agents. Roles have associated join-
ing criteria which must be satisfied by any agent wishing to join the FUN in that
role. Typically, the joining criteria of a role will specify the services which an
agent must provide in order to fill the role.

The analysis of FUNs should identify elements of the system which deliver com-
plex services to other parts of the system and which require the cooperation and
coordination of other FUNs or agents to carry out those services.

To illustrate the concepts of FUNs, consider the following example company
FUN shown in Figure 3.

In the above example, Bloggs Ltd. is represented as a FUN with roles Managing
Director, of cardinality 1, and Department, of cardinality many. Each department
is also a FUN with roles, director (1) and consultant (many). The joining criteria
of the consultant role of the IT department might be: ‘analysis’, ‘design’, ‘pro-
gramming’, and so on. Note that an agent can fulfil roles in a number of different
FUNs, so that an agent of the IT department who has commercial skills might also
be recruited by the Commercial department.

It should be noted that the use of FUNs is not restricted to modelling human or-
ganisations. Software functions provided by member agents can be organised by
FUNs into higher level software functionalities for use by other agents so as to
represent a breakdown of a high-level software architecture.

Figure 3   A Company FUN
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In order to support application developers in the process of FUN specification, we
have produced a set of guidelines. The guidelines, amongst other things, identify
a series of key questions that should be addressed by developers in defining
FUNs, roles, and services, for example:

• What is the purpose for the FUN and what are its reasons for existence?

• How, in broad terms, should the FUN behave to achieve its objectives?

• Who are the clients (users, FUNs or agents) of the FUN and how should they
interface with it?

• What services should the FUN provide to each of its clients?

• Thinking of the FUN as an organisation, what roles could be present within
the organisation to carry out its major functions?

• For a given role, what is its cardinality within the FUN?

• For a given role, which agent services contribute to its required qualifica-
tions for membership?

The analysis results in the production of a FUN specification which is used as an
input to the Agent design phase.

2.2 Agent design

The FUN specification of a system describes the decomposition of an application
using an organisational metaphor. When this phase of analysis is complete, the
agents which implement the system must be defined and implemented. This is
done in an Agent Design Specification.

An agent design specification uses the FUN analysis as its input, and provides the
detailed design of the agents which implement the services provided by the FUNs.
The FUN analysis should be carried out to a level where no further FUN breakdown
of the system is required. Thus the next level of detail can be described in terms of
the agents which carry out the work of the application. If we draw a tree diagram for
a hierarchy of FUNs and their roles then the leaves of the tree will normally form the
agents within the system and the nodes of the tree the FUNs.

The design for both FUNs and agents are defined during this stage. FUN agents are
responsible for carrying out the coordination of roles within an agent organisation
and therefore have access to special sets of methods which allow them to, for in-
stance, access the agent carrying out a particular role.

The output from the agent design stage is an Agent Design Specification. This may
contain the design of a single agent or of several related agents. The Agent Design
Specification describes all components of the agent such as its services, the activities
that implement its services, and its working memory. Throughout the specification
appropriate use is made of relevant OMT diagramming notations. 

One of the most important processes in Agent Design is to identify individual serv-
ice messages and the protocol for using them within the service. Service messages
and protocols are designed to specify the type of interaction that is permissible be-
tween agents when using a service (it does not completely define that interaction
since conditional tests and loops are also permitted). For example, in using a Waiter
service, one might identify Ask For Menu, Order Drink, Order Food, and Get Bill



as permissible messages from a client to a server supporting the Waiter service. The
agent developer must then identify the appropriate protocol for using those messag-
es. This protocol forms the basis of the implementation of agent’s service and is the
principal component of CABLE’s inter-agent communication (see Section 3.1.1).

It is recommended that the developer uses a notation such as event trace or state tran-
sition diagrams to define the protocol. For example, Figure 10 shows the state tran-
sition diagram for a simple Waiter service protocol.

The agent developer should also specify the ontological types (parameters) that
are to be specified with each of the messages. These types are defined in the CA-
BLE ontology during the implementation phase (see Section 3.5.1).

2.3 Agent implementation

In CABLE, agent implementation involves producing the code which specifies
the agent in terms of the ADL and C++1. The ADL provides a high level language
for specifying applications which utilise the CABLE framework, whilst the main
body of an application is specified using C++. The outputs from this stage are a
set of files:

• ADL definitions of the interfaces for the agent’s services.

• An ADL definition of the agent or FUN (including its activities). Agent in-
heritance allows an agent to be derived from an existing base agent.

• IDL definitions of ontological types used by the agent.

• Supporting C++ code which defines the C++ types and classes which make
up the agent’s working memory (the agent’s beliefs)

• Supporting C++ code which implements the body of the activities (realises
the agent’s intentions).

2.4 Compilation and testing

CABLE provides a facility for compiling agent definitions to produce an executable
for the agent.

1. ADL has been designed to be independent of the language used to implement an agent’s behaviour. 
However, C++ is the only language currently supported.

Figure 4   A simple protocol for a Waiter service
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2.5 Registration

A completed agent is registered in the agent repository so that the services that it pro-
vides are globally available to other agents executing in the CABLE environment.
CABLE provides a facility for doing this.

3 The CABLE toolkit

3.1 Overview

The CABLE toolkit provides support to users in the development and running of
CABLE agent applications. CABLE agent applications are made up of one or
more co-operating CABLE agents.

Each CABLE agent has a set of associated activities including a core activity
which runs for the lifetime of the agent. The core activity makes each agent a pro-
active entity, capable of implementing a strategy to achieve its objectives. Agents
can perform several activities concurrently. All activities have an associated Run()
method which defines the tasks carried out by that activity. In this model, each
CABLE agent executes as a single multi-threaded process, there being one thread
for each of its associated activities. 

3.1.1 Service-based inter-agent communication

CABLE agents communicate via a service based interface. A service defines a set
of methods which may be called by other agents together with a protocol (or ac-
ceptable ordering) for calling those methods. To illustrate this, consider a Geog-
rapher agent that provides a RouteFinder service with methods to specify the start
and end locations, specify any roads to avoid, and calculate the shortest route. It
does not make sense to request the route before the start and end locations have
been specified, although it would not be necessary to specify any roads to avoid
before a route was requested. In short, the service interface of an agent in agent-
orientation is equivalent to the public interface of a class in object-orientation, but
with an associated protocol.

New service connections are established by the construction of a proxy object.
The proxy constructor takes a service connection query in its arguments. This is
processed by CABLE at application runtime (using the Agent Repository) to con-
nect a service requesting agent to a suitable providing agent. Service requesting
agents invoke service methods on a service providing agent by calling facade
methods [4] on the proxy object. 

When a new service connection is made, a new service activity is launched on the
service providing agent. The Run() method of the service activity should include
an implementation of the service protocol. The CABLE toolkit provides a com-
prehensive set of synchronisation primitives (similar to the ADA select and accept
primitives [3]) to support protocol implementation.

Service based communication allows for a loose coupling between the agents
which form an agent based application. This permits plug-and-play of agent com-
ponents at runtime without the need for any re-compilation. The loose coupling
between agents also facilitates software re-use and ease of maintenance for large
systems.



3.1.2 A notification mechanism

Service based communication is essentially a pull architecture, service requesting
agents pull information from service providing agents. In addition to service
based communication, CABLE also provides a notification mechanism based on
the Observer pattern [4] which allows an agent to publish (or push) information
to any interested subscribers.

3.2 An open and portable implementation

In developing the CABLE toolkit, our objective has been to provide an open and
portable architecture building on industry standard software wherever possible.
CABLE agents can utilise a wide variety of AI and conventional techniques and
tools. CABLE’s architectural foundations are shown on the left-hand side of Fig-
ure 5. 

CORBA [5] forms the most significant layer in the foundations of CABLE. COR-
BA-based servers (or processes) provide an interface which defines a set of meth-
ods which may be called from another process. Each CABLE agent maps on to a
single CORBA server. CABLE agents communicate using the underlying COR-
BA layer.

Each CABLE agent implements a standard IDL interface providing basic agent
level facilities such as requesting that a new service activity be started or that the
agent should die. Additionally, each CABLE agent will provide and implement
any number of IDL interfaces which correspond, one to one, to the services it pro-
vides.

Figure 5   CABLE hardware and software
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CABLE aims to encapsulate the CORBA layer. This saves agent developers from
having to learn about CORBA and threads and means that CABLE is not tied to
a specific platform, a specific ORB, or even to CORBA.

The POSIX standard [6] provides platform and operating system interface on to
operating system type functionality such as access to time. STL, an implementa-
tion of a proposed ISO C++ standard template library is used to provide high-lev-
el abstract types such as lists and queues.

On the right-hand side of Figure 5 is shown some of the tools used to implement
CABLE agents. CABLE imposes few restrictions on the use of tools and a variety
of packages have already been used. In particular, Rules and Solver from ILOG
have been used to produce AI implementations of agent behaviour, whilst other
agents have delivered a database solution.

3.2.1 Heterogeneous distribution

One of the key objectives of the CABLE architecture is support distribution of
agent applications over heterogeneous platforms. CABLE currently supports dis-
tribution over machines running the Solaris platform only. However, we are cur-
rently engaged in a port of CABLE to Windows NT. In general, our
implementation has hidden operating system specifics using the POSIX standard.
However, CABLE had to provide its own threads library since POSIX’s thread
libraries were not supported on Solaris 2.5.1. The provision of threads libraries
on Windows NT is expected to be one of the major issues for the port.

In the longer term, we are looking at how the use of Java could be used to provide
a wider distribution of CABLE agents. Java agents also have the potential to be
dynamic and nomadic. One of the possibilities in using Java is a shift in paradigm
from providing a language to the provision of a framework. This would remove
the need for the Agent Scribe and ADL. The challenge in providing a framework
will be to succeed in encapsulating as much of the CORBA code required for
agent communication as is currently done in CABLE.

3.3 Toolkit components

There are five principal components of the CABLE toolkit:

• the Agent Framework encapsulates the underlying CORBA and platform
specific technology

• the Agent Scribe converts agent specifications made in the Agent Defini-
tion Language into components of the Agent Framework as well as manag-
ing the Ontology

• the Agent Manufacturer is responsible for supplying connections between
a service requesting agent and a service providing agent and maintains da-
tabases of agent types and of currently running agent instances

• the Control Panel provides a simple user interface allowing agent applica-
tions to be launched and killed by the user

• data logging facilities record service-based communication.

The remainder of this section describes these components in more detail.



3.4 Agent Framework

The Agent Framework is a key part of the CABLE toolkit. It is a generic frame-
work implemented as a set of C++ classes and methods. All CABLE agents con-
sist of class definitions which are derived from the Agent Framework.
Framework classes encapsulate the underlying CORBA and platform specific
technology. The framework is illustrated in Figure 6.

Figure 6   The CABLE Agent Framework1

The following features of the CABLE agent framework are worthy of note:

• The central Agent class holds together a set of activities which may run con-
currently within the agent. It provides some standard methods which may
be called upon by other agents. For example, to cause the agent to launch a
new service activity (services are described below). The Agent class encap-
sulates the underlying multithreaded CORBA server architecture of a CA-
BLE agent.

• The Thread class declares a virtual Run method which is launched when the
thread is started. The Thread class encapsulates the underlying operating
system thread functionality which, together with other system utility class-
es, allow CABLE agents to potentially operate over a range of operating
systems and hardware platforms.

1. The diagram employs the OMT-based notation developed by Gamma et al. [4].
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• The class Rendezvous defines an implementation of an ADA like select-ac-
cept rendezvous. This class is very important in facilitating inter-agent and
intra-agent activity to activity communication. Since all agents are autono-
mous, their various activities may perform their chosen tasks independently
of other activities and agents. Hence, for one activity to interact with anoth-
er activity (whether within a single agent or across the agent boundary) both
activities must be willing to communicate - one to talk and the other to lis-
ten. The period during which two activities willingly converse is called a
rendezvous. The Rendezvous class defines methods which allow an activity
to say, at specific times, that it is willing to listen to, or to accept, calls on a
subset of its entry (or service) methods.

• The Activity class derives from the Rendezvous and is ultimately derived
from a Thread. Hence, each activity runs as a single thread which has the
ability to rendezvous with other activities. Concrete activity classes define
an implementation of the Thread Run method along with specific entry
methods which are part of the activity’s public interface. Activity entry
methods may be called by other activities using the Rendezvous mecha-
nism.

• Services are a special type of activity which are publicly accessible from
outside the agent which defines them. An agent’s services will determine
’how it looks’ to other agents. Typically an agent will have some activities
which are internal, or private (these make up its essential being and give the
agent its autonomy), and some activities which are public and provide serv-
ices to other agents.

• CABLE agents use a Proxy to request and call upon the services of another
agent. Proxies encapsulate the CORBA code which is necessary to make a
method call on a Service object in another agent process. 

Proxies allow the service requesting agent to specify a complex query
which maps onto constraints which must be satisfied by the service provid-
ing agent. In this way, service connections are normally made without nam-
ing a specific agent type or instance. This query based service connection
criterion is central in supporting software (agent) re-use and run-time plug-
and-play.

Concrete proxy classes define a facade for each remote service method.
Service requesting agents call service methods on the proxy object in an or-
der which conforms  to the stated service protocol.

3.5 Agent Scribe

The Agent Scribe parses agent definitions made in the CABLE Agent Definition
Language (ADL) into IDL and C++ class definitions which derive from the
Agent Framework. This alleviates developers from having to learn about a large
and complex framework. It also achieves a greater degree of CORBA encapsula-
tion than is achieved by the framework alone. Of course, it is not as flexible as
using the framework directly, though users are free to do this if they wish.



Figure 7 shows an example of ADL for defining the organisational structure of a
departmental FUN (described in Section 2.1). 

Figure 7   Example of ADL for the IT department FUN

3.5.1 Ontology

In a large, distributed, multi-team project like EUCLID RTP 6.1, many teams will
work in parallel to develop agents. A common understanding of services and
types shared and communicated between agents is vital. The support for ontolog-
ical definition utilises packaged namespaces similar to the packages found in
Java. CABLE permits the creation of an hierarchical ontology containing ADL
definitions for agents, service interfaces and type definitions. Type definitions in
the ontology allow agents to have a common understanding of data that they wish
to communicate and reason about. For example, the definition of position in terms
of latitude and longitude or alternatively cartesian co-ordinates must be under-
stood by any agents wishing to communicate and reason about position. The par-
titioning of the ontology into packages allows for different definitions of position
to coexist.

The Scribe has a role to play in managing the ontology. When an agent definition
refers to another ontological item, such as an agent it inherits from or a type it
wishes to use, the Scribe only considers definitions from the agent’s package or
from packages imported into the agent definition.

package uk.co.logica.grace.cable.department;

FUN department{
role Director with cardinality 1 {

joining criteria {
service Management;

}
}
role Consultant with cardinality many {

joining criteria {
service Analysis;
service Design;
service Programming;

}
}

activity AccountingCentre implements service ManageBudget {
...
}

<... remainder of FUN definition ...>
}



3.6 Agent Manufacturer

The Agent Manufacturer is part of the runtime component of the CABLE toolkit
and is itself a CABLE agent. It acts like a kind of dating agency, setting up con-
nections between a service requesting agent and a service providing agent. The
function of the Agent Manufacturer is illustrated in Figure 8.

When a service requesting agent wishes to establish a connection with a service
providing agent, it constructs a proxy which defines facade methods for all of the
service entry methods. The proxy constructor takes, as its arguments, a service
connection query. This is intercepted by the Agent Manufacturer agent and a suit-
able service providing agent is identified. First, the Agent Manufacturer looks in
its instantiation repository to see if there are any agents already running which
could satisfy the service request. If there are none, it then looks in its registration
repository to identify types of agent which could satisfy the connection query. If
it is successful, it will launch a new agent of the type identified.

The runtime function of the Agent Manufacturer allows for a loose coupling be-
tween agents in an agent application and allows for runtime plug and play of
agent components.

3.7 Control Panel

The Control Panel provides a simple user interface onto the services provided by
the Agent Manufacturer. Users can launch or kill both agent applications and in-
dividual agents to ensure proper management of agent sharing and shutdown.

Figure 8   Role of the Agent Manufacturer
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The Control Panel is being extended to provide a display to show the current sta-
tus of applications running under CABLE. The Control Panel will be able to que-
ry the Agent Manufacturer about running agents and to display a window
containing a hierarchy of applications, FUNs and agents.

The Control Panel will also provide an interface to enable the user to edit an
agent’s registration files, ensuring that they conform to the correct syntax and are
installed correctly in the Agent Manufacturer’s registration repository.

3.8 Data Logging

CABLE logs all service based communication in a human readable format. Fur-
ther to this two agents are being added to the CABLE Toolkit, one to provide dy-
namic visualisation of inter-agent communication and the other to allow agents
to visually log their run time status (see Figure 9).

The Visualisation agent under development will form an additional debugging
tool for agent developers allowing them to dynamically view inter- and even in-
tra-agent communication. Agents registering with the Visualisation agent will be
assigned a row on a Gantt chart representing agents running. Events such as
agents starting up, service connections being made, service connections being
terminated and protocol calls on a service will all be logged with the Visualisation
agent and displayed on the Gantt chart. The logged data can then be saved for fu-
ture analysis.

The Logging agent will allow developers to display information concerning the
states of other agents in an application. Each agent using the services of the log-
ging agent will have its own page on the display which it will be able to configure
itself setting the names of the parameters it wishes the Logging agent to keep
track of and then logging the values of these parameters at various times during
the application execution.

Figure 9   Logging and Visualisation agents
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4 Agent applications

The CABLE architecture has been used to develop a number of applications both
within and outside the GRACE consortium. Amongst the most significant of
these are:

• an agent application to carry out intervisibility and route trajectory calcula-
tions in a 3D terrain model using any-time algorithms [7]

• an application to carry out terrain analysis for the calculation of mobility
corridors for different unit sizes given the presence of a number of impas-
sible areas

• a graphical decision support tool that allows commanders in the field to
browse the ORBAT (Order of Battle) concurrently as well as modification
by one commander at a time using a token passing metaphor.

Further details on these applications is available on the GRACE Web Site.

4.1 Representing OOTW

CABLE has also been used to develop a distributed simulation for Operations
Other Than War (OOTW). The domain that was modelled was based upon the
Rwandan refugee crisis in late 1996, where the United Nations were considering
a peacekeeping operation in order to keep Rwandan refugees supplied with food
and medicine, as well as keeping them apart from roving Hutu militia.

Figure 10 shows the agents and services that were modelled and a typical distri-
bution across a network of 3 machines. For example, the three main players in the
Simulation (shown on ‘Computer 2’), were defined as three separate agents:

• United Nations (UN). The UN agent provides services to model both the
distribution of supplies and defensive support.

• Enemy (the Hutu militia). The Enemy agent models the behaviour of the
Hutu militia, principally carrying out raids on potential sources of food and
medicine, but also engaging the Refugees and UN in combat where appro-
priate.

• Refugees. The Refugees agent is a more passive agent which provides a
service to model the resupply and theft of both food and medicine by other
agents.

Each of these so-called ‘in-the-field’ agents draw upon the services of other
agents, for instance:

• the Combat Model agent to identify the outcome of inter-agent engage-
ments

• the Environment agent to identify the appropriate route to travel avoiding
potential conflicts and routes made difficult by the weather or heavy traffic

• the Simulation Controller to provide coordination facilities to ensure that
each agent remained in step with the other players in the simulation.

The use of CABLE offered the following benefits to application developers:



• A close mapping between software structure and real world organisation al-
lowing rapid modelling and development of the key components of the
players in the simulation.

• Granularity of model. The CABLE architecture allows ‘plug and play of
more sophisticated implementations of agents, even allowing a single agent
to be represented by a collection of agents, for instance replacing the UN
agent with agents for each UN battalion. It is also possible to replace the
existing UN agent with an alternative interactive implementation allowing
man-in-the-loop experimentation.

• A mixture of conventional and AI techniques in the implementation of
agent behaviour. For instance the Environment agent uses a constraint-
based approach to identifying the most appropriate route for a player to
take.

• Easy integration of legacy code. The Combat Model already existed as a
body of FORTRAN code. The developers of the OOTW simulation were
able to define services for the model and wrap the code inside an agent
structure, so that it could be used externally.
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These benefits have combined to ensure that an initial implementation has been
developed in a far shorter timescale than would normally be the case.

5 Conclusions

The CABLE architecture has now been used successfully by the GRACE consor-
tium to develop several intelligent agents that support command, control, and
communications activities. The agent metaphor has proved powerful in support-
ing distributed multi-team working, through service specifications making it easy
to plug together components developed by different members of the consortium. 

Outside the GRACE consortium, CABLE has been used to develop several dis-
tributed simulations. Here the close mapping of software implementation as
agents and FUNs to the enterprise has proven powerful. Another benefit of multi-
agent technology in this domain is the ability to select different agents to play dif-
ferent roles within the simulation at runtime (‘plug and play’). Other interesting
results from this work include emergent behaviour of multi-agent systems

The CABLE framework provides a generic agent architecture which enables de-
velopers to build both strong intelligent agents as well as weaker software agents.
Agent developers can make their agents intelligent through the use of third party
tools. Future work to CABLE is intending to look at how to provide high level
support for strong agent developers.

Agents also appear to offer potential as a vehicle for the delivery of reusable soft-
ware entities through the development of generic agents that could form the basis
of an agent library.

Our experience in developing and using CABLE has convinced us that agent
technology is here to stay, building on existing AI and Object-Orientation tech-
nology to deliver further software engineering benefits. 
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